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Fig. 1. The proposed method takes a conventional video as input (first row) and creates a high quality extended view (second row) from neighboring frames.
With the popularity of immersive display systems that fill the viewer’s field
of view (FOV) entirely, demand for wide FOV content has increased. A
video extrapolation technique based on reuse of existing videos is one of
the most efficient ways to produce wide FOV content. Extrapolating a video
poses a great challenge, however, due to the insufficient amount of cues and
information that can be leveraged for the estimation of the extended region.
This paper introduces a novel framework that allows the extrapolation of
an input video and consequently converts a conventional content into one
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with wide FOV. The key idea of the proposed approach is to integrate the
information from all frames in the input video into each frame. Utilizing the
information from all frames is crucial because it is very difficult to achieve
the goal with a 2D transformation based approach when parallax caused by
camera motion is apparent. Warping guided by 3D scene points matches the
viewpoints between the different frames. The matched frames are blended
to create extended views. Various experiments demonstrate that the results
of the proposed method are more visually plausible than those produced
using state-of-the-art techniques.
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1

INTRODUCTION

Modern displays have evolved to provide viewers with a strong
sense of immersion. Screen size has gradually increased to provide
sufficient image resolution and colors have become extremely vivid
to match the colors observed in the real-world. Stereoscopy has
expanded the visual domain from flat 2D screens to 3D space. Production of High Frame Rate (HFR) movies has been attempted to
deliver visually stunning scenes with smooth image transitions.
One approach in this direction that also gained popularity over
recent years is the use of a wide field of view (FOV) display that
can fill the viewer’s FOV entirely [4, 16, 17, 22]. Viewers of wide
FOV displays enjoy an increased sense of immersion and a feeling of
being inside the scene. Content creators of games, movies, and theme
park attractions have begun to take advantage of these immersive
environments in the form of head-mounted displays (HMD) or multiprojection systems. The development of wide FOV displays has
brought immersive viewing experiences one step closer to reality
in daily life.
A challenge to the successful deployment of wide FOV displays
lies in securing a sufficient quantity of appropriate content. One
way to produce such content is to shoot panoramic scenes using
an elaborate camera rig. Multiple cameras are installed on the rig
to cover the wide FOV scene. This solution ensures high quality
extended views that have the same resolution as that of the main
view. However, as the number of utilized cameras increases, so does
the production cost. In the post-production stage, professional skills
for editing and manipulation of the large FOV images are required
to align and stitch the videos obtained from the multiple cameras.
Wide-angle lenses can also be used to capture a wide FOV video.
However, this approach creates content at a low resolution because
a single camera has to cover the wide FOV scene. In addition, wide
FOV filming often hinders normal cinematographic procedures such
as placement of lighting and creation of stunt actions.
An alternative is to reuse existing content or to use content produced by a conventional single camera rig. In such cases, video
extrapolation can play an important role in creating wide FOV content because it allows the conversion of two different formats of
video. Unfortunately, however, it is very challenging to estimate an
extended region using an insufficient amount of information and
cues from a conventional video. Consequently, most recent studies
have focused on creating peripheral views reflecting the feature of
the human visual system (HVS) that states that peripheral vision is
more sensitive to motion and contrast than to resolution and color
[39]. The peripheral views resulting from these works have lower
resolution than that of the main view due to the assumption that the
viewer’s gaze will not drift away from the main screen. However,
in practice, viewers naturally tend to look around when they enjoy
wide FOV content. Lee et al. [22] formulated a metric that reflects
viewers’ natural attention to the extended screen. They observed
that the likelihood of looking at peripheral views increases when the
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viewing location comes closer to the main screen. This observation
demands an improvement of the quality of the peripheral views to
as great a degree as possible.
This paper presents a novel method that extrapolates a conventional video and creates high quality extended views (Figure 1). The
produced extended views have the same resolution as that of the
main view, making the best use of the entire set of frames of an
input video. The key idea of the proposed method is to integrate
the information from all of the frames in the input video using
scene geometry and camera information [19, 20]. Sparse 3D scene
points and the camera parameters across the frames are recovered
using a structure-from-motion (SFM) technique. To fit them into
a target frame that is being extrapolated, the neighboring frames
are warped by mesh optimization based on the scene points and
relative motions between the viewpoints. Noisy data is effectively
excluded by computing the warping error from the pre-warped
result. Additional constraints in the warping process are used to
maintain interframe and temporal coherency. Frame sampling is
carried out based on the newly visible parts in the image space to
reduce the computational redundancy. Each frame is extrapolated
by stitching all of the adjusted frames.
The primary contributions of this study can be summarized as
follows:
• A novel approach that can extrapolate a video based on recovered 3D scene information is introduced. This approach
is robust against inaccurate 3D scene information and creates high quality extended views for immersive viewing
experiences.
• Region-based frame sampling improves computational efficiency.
• A warping method that is optimized to stitch the consecutive frames while ensuring the interframe and temporal
coherency is proposed.

2

RELATED WORK

Immersive Display System. Over the past few decades, many researchers have attempted to provide viewers with immersive viewing experiences by extending the boundaries of the display. The
Philips AmbiLight system [41] and the method of Ghosh et al. [11]
formed an immersive atmosphere by illuminating the surrounding
area of the main display with a color similar to that of the content
on the screen. The CAVE system [9] which provides an immersive
viewing environment using a multi-projection system, has been developed for use in various applications. SurroundVideo [30] began
to blur the screen boundary by projecting visual content onto an
extended region. IllumiRoom [17] and RoomAlive [16] increased
the interactivity and immersion of game play by incorporating a
multi-projection system into an ordinary room in a house. The recently introduced ScreenX [22] and Escape [4] systems began to
provide moviegoers with immersive viewing experiences by projecting additional content onto the side walls. The purpose of this
paper is to convert existing content into wide FOV form that can be
enjoyed on these immersive display systems.
Video Editing and Enhancement. Recently, studies that facilitate
editing of existing videos for various purposes have been proposed.
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Fig. 2. Overview of the proposed method.

Cho et al. [7] introduced a video deblurring method that restores
sharp frames from blurry ones caused by camera motion. Video
completion methods [12, 13, 31] can remove undesirable objects
from a video while maintaining the visual quality of the original
image. Qu et al. [34] proposed a video summarization method based
on semantic features in a movie. To improve the visual quality of
amateur video, a method suggested by Zhang et al. [44] stabilizes
video content to remove distractions. Meka et al. [29] presented a
real-time method that computes intrinsic decompositions of a live
video for a variety of video manipulation applications. Background
identification can be utilized for various applications in the area of
video editing and enhancement [45]. The proposed method expands
the limited FOV of an input video in order to provide enhanced
visual experiences to the viewers.
Image and Video Extrapolation. With the popularity of immersive display systems, efficient ways to produce appropriate content
targeted for such systems have also been studied. Framebreak [46]
extends the boundary of an input image by using its internal patches.
Biggerpicture [40] proposed a data-driven method for image extrapolation. In the video domain, Avraham and Schechner [3] suggested
a foveated method for video extrapolation. The resolution of a resulting video diminishes as the distance from the original content
increases, which is similar to the behavior of the human fovea. The
method proposed by Aides et al. [2] improved the visual details
and general structure of a peripheral scene. The "Infinity-by-Nine"
project [32] analyzed the color and motion in real-time to extend
the view of an input video. The extended views are projected as
peripheral vision by means of three additional projectors. Turban
et al. [39] introduced a video extension method for an immersive
environment that showed additional content in peripheral vision.
They focused on preserving the sensitive factors of HVS such as
motion, contrast, and luminance. These studies share the common
assumption of restricting the viewer’s gaze to the main screen. This
assumption allows some degree of tolerance for the resolution of
the peripheral content. In contrast, this paper attempts to create
high quality extended images that have the same fidelity as that of
the original image in a input video.
Image and Video Stitching. The core of the proposed method
for image extrapolation lies in an image stitching scheme that allows the creation of a wide FOV panoramic image from multiple
cameras [38]. Effective handling of parallax between cameras is

vital to creating a seamless transition between adjacent images. A
common strategy is to compute a locally-varying warping function represented by a grid mesh [27]. The as-projective-as-possible
warps proposed by Zaragoza et al. [42] use local non-projective
deviations to reduce misalignments in overlapping regions. Li et
al. [23] combined line segment correspondences with keypoint correspondences to estimate a correct warp in a low-texture condition
and to prevent undesired distortion induced by warping. Chang et
al. [6] and Lin et al. [25] mitigated perspective distortion by utilizing
a similarity transformation in the non-overlapping regions, while
allowing local warping in the overlapping regions. Using globally
coherent warping to preserve temporal stability, a local warping
technique based on the optical flow for parallax removal [36] has
been extended to panoramic video [33]. Rich360 [21] introduced a
deformable spherical projection surface on which calibrated videos
are projected with minimal parallax artifacts. To address the parallax
effect, content-preserving mesh optimization, which the proposed
method is built upon, has been recently applied to image and video
stitching [15, 43]. Lin et al. [26] reconstructed the 3D scene points
using the CoSLAM system to stitch videos from freely moving handheld cameras. The previous methods perform pairwise warping
sequentially for multiple meshes. In contrast, the proposed optimization that employs interframe and temporal coherency terms
solves a single linear system to compute the optimal meshes for all
of the neighboring frames.

3

3D SCENE INFORMATION BASED VIDEO
EXTRAPOLATION

Figure 2 summarizes the process of the proposed method. For each
target frame that is being extrapolated, the 3D scene information
is recovered using an SFM technique (Figure 2(a)). Several frames
near the target frame are pre-warped to exclude outliers of the
scene points and to estimate the areas of newly visible parts (Figure
2(b)). These frames are sampled based on the newly visible areas
to reduce computational cost (Figure 2(c)). Warping guided by the
scene points excluding outliers is performed for all the sampled
frames considering interframe and temporal coherency. Then the
viewpoints of the sampled frames are matched to that of the target
frame. Provided that the viewpoints of the frames vary smoothly,
the warped frames constitute newly visible parts in the image space
of the target frame (Figure 2(d)). The newly visible parts are then
ACM Transactions on Graphics, Vol. 38, No. 3, Article 20. Publication date: April 2019.
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gradually blended with the target frame (Figure 2(e)). This process
is repeated for each frame of the input video. Note that the input is
a single shot of video and the proposed method does not consider
scene transitions.

3.1

Preprocessing

In the preprocessing step, 3D scene information, which consists of
a sparse set of 3D scene points S and camera calibration parameters
(extrinsic and intrinsic) C, is recovered from the input video I using
a traditional SFM method. The camera parameters of each frame
are estimated from I , which consists of n frames. The t-th input
frame and the camera parameters are denoted by i t ∈ I and c t
∈ C, respectively. A commercial tool (Photoscan v1.2.4) is used to
compute the 3D scene information (3D scene points S and the camera
parameters C) from I . The focal lengths of the cameras are fixed for
all frames. There are noisy points in S due to imperfections of the
SFM function.

3.2

Pre-warping

The purposes of the pre-warping are to decide outliers of the scene
points that will be excluded in the warping process described in Section 3.4 and to compute the areas of newly visible parts that will be
used as the criterion of the frame sampling described in Section 3.3.
Pre-warping is achieved by a content-preserving warping technique
based on a mesh optimization scheme introduced in Liu et al. [28].
Projecting all of the m scene points of S onto i t using c t produces
projection points Pt = {pt1 ,pt2 ,...,ptm }. Pt may exist beyond the FOV
of i t because S is computed from all the frames of I . Therefore, to
cover these points projected outside of the input frame, a triangulated grid mesh is created that has the size of the extended output
frame. Each frame of I has an initial grid mesh V that consists of
{v j }, where v j denotes the j-th grid vertex. The 2D displacement
between Pt and Pt ar дet guides the warping, where Pt ar дet denotes
the projection points onto the i t ar дet , where tarдet indicates the
index of the target frame. V̂ denotes the warped mesh that consists
of {v̂ j }. The energy function that measures the displacement can be
defined as
2

Ed =

Õ
k

Õ
j ∈f

j j

ωt v̂t − ptkar дet

(1)

(ptk )

where ptkar дet is the k-th projection point of Pt ar дet . f (ptk ) is a set
j

of indices to the vertices comprising a face containing ptk . ωt is the
barycentric weight of ptk with respect to the surrounding triangle
vertices. This data term enforces the matching of Pt ar дet with Pt .
The vertices unconstrained by Equation 1 should be distributed
smoothly. The following similarity transformation term [14] measures the deviation of each grid cell
Õ f1
f2
f3
f2
f3
f2 2
Es =
v̂t − (v̂t + u(v̂t − v̂t ) + vR 90 (v̂t − v̂t ))
(2)
f


0 1
f1 f2 f3
. (v̂t , v̂t , v̂t ) de−1 0
note the vertices comprising a triangle face f . The local coordinates
u and v are computed from the initial mesh. This term encourages
where R 90 is the 90◦ rotation matrix,
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Fig. 3. Comparisons between the warping result of a single input frame
before (the first row) and after (the second row) removal of the outliers. The
first column presents the projected scene points and the warped grid mesh.
The green and red dots indicate the inliers and outliers, respectively. The
magenta boxes of the second column indicate important regions. Noticeable
distortion can be observed in the first row. ©Focus Features

the maintenance of the initial shape of the grid mesh. The detailed
derivation can be found in a paper by Igarashi et al. [14].
The sum of the two energy terms is minimized:
arg min Ed + λs Es
v̂ t

(3)

The spatial smoothness weight λs is set to 1 for all of our experiments. This equation can be minimized by solving a sparse linear
system. Only several frames of I near the target frame are warped
by Equation 3 for computational efficiency because the remaining
frames do not contribute to the extended views (see Section 3.5).
When the warping is sequentially performed from the target frame,
newly visible parts in the image space are estimated by comparing
the warped result with that of the previous frame. If the newly
visible parts exist beyond the range of the output size, subsequent
frames are not calculated. The selected frames I 0 ⊂ I mean that the
warped results of these frames are located in the range of the output
size. The same process repeats for all of the input frames because
each frame of I becomes the target frame.
The result of the pre-warping is problematic due to the noisy
points included in S (Figure 3). These outliers should be culled in
the final warping described in Section 3.4. The proposed method
regards the scene point as an outlier if its warping error is higher
than the threshold. The warping error of the scene points can be
defined as the distance between Pt ar дet and P̂t , where P̂t denotes
the warped projection points of Pt . The threshold is set to 5∼30 for
all of the experiments presented in this paper.

3.3

Frame Sampling

Though the areas of newly visible parts depend on the speed of
the camera movement, they are relatively small due to similarity
between adjacent frames. Computational performance can be improved by sampling the frames that will be involved in the extended
views. The areas of the regions obtained by the pre-warping are
used as a criterion of the frame sampling. If different frames are
sampled for all the target frames, the temporal consistency of the
output video cannot be ensured. Therefore, the sampled frames
should be the same for all the target frames. atx denotes the area of
a newly visible part of the t-th frame of I for the x-th target frame.
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The target frame constraint term is defined as
2

Et f =

Õ

v̂ j − v j

(6)

v̂ j ∈V̂t ar дe t

Fig. 4. Comparisons between the blending result o t ar дe t without and with
the interframe coherency term E i . The magenta boxes indicate enlargements
of important regions. Seams are noticeable in the first row. ©Focus Features

where V̂t ar дet is the mesh of the target frame. v j is the j-th vertex
located in the input position.
Temporal consistency across the extended views of the target
frames cannot be guaranteed due to inconsistent scene points. To
maintain temporal smoothness in the extended views, a similarity
transformation term (Equation 2) is applied in the time domain. The
temporal coherency term is defined as
Õ f1
f2
f3
f2
f3
f2 2
Ec =
v̂t − (v̂t + ũ(v̂t − v̂t ) + ṽR 90 (v̂t − v̂t ))
(7)
f

For all the target frames, the mean of the areas of the t-th frame can
be defined as
1 Õ x
At =
at
(4)
nt
x ∈X (t )

where nt is the number of the target frames and X (t) is a set of
indices to the target frames that have i t in their selected frames I 0 .
The sampling is performed so that the values At of the sampled
frames are as close to each other as possible. As a result, the frames
that have a slower camera movement are sampled more sparsely.
About half of the frames of I 0 are sampled for all of our experiments.
I 00 ⊂ I 0 denotes a set of sampled frames including the target frame.

3.4

Warping

The optimization scheme of the final warping computes all the
meshes for each frame of I 00 simultaneously. Scene points that are
used in the final warping are inconsistent across the frames because
outlier removal is performed frame by frame as described in Section
3.2. The warping, guided by the inconsistent points, leads to inconsistent results. In the final warping, therefore, additional constraints
are added to Equation 3.
In the blending step (Section 3.5), the warped frames Iˆ are combined with each other to yield ot ar дet that is extrapolated from
i t ar дet . Here, ensuring consistency across frames is important because inconsistent scene points may result in noticeable seams in
ot ar дet (Figure 4). The interframe coherency term that minimizes
this discontinuity can be defined as
2

Ei =

Õ
k

Õ
j ∈f

(ptk )

j j

ωt v̂t −

Õ
j ∈f

(ptk−1 )
j

j

j

ωt −1v̂t −1
j

(5)

except for the first frame in I 00 , where ωt and ωt −1 are the barycentric weights of ptk and ptk−1 with respect to the surrounding triangle
vertices. Across frames that are subject to warping, this term encourages matching of the corresponding scene points. Consequently,
abrupt deformations are effectively avoided across frames.
While the interframe coherency term ensures smooth transitions
across the frames in I 00 , the vertices of the target frame should also
be constrained to prevent the deformation of the original content.

where the local coordinates ũ and ṽ are computed from the warped
mesh of the t-th frame for the previous target frame. All remaining
notations are the same as the ones used in Equation 2.
Finally, the sum of the above energy terms is minimized:
Õ
arg min
Ed + λ s E s + λ i E i + λ t f E t f + λc Ec
(8)
v̂ t

t ∈I 00

λi and λc are the smoothness weight of the interframe and the
temporal energies, respectively. We set λi = 5 and λc = 5 for all
of our experiments. To impose a hard constraint, the target frame
constraint weight λt f is set to infinity (106 ). This equation can also
be minimized by solving a sparse linear system. All warped frames
of the final result Iˆ are combined in the blending process to yield
ot ar дet .

3.5

Blending

Blending the target frame with all of the warped frames that overlap
with each other [5] can produce visual artifacts such as blurring
effects and noticeable seams. As the distance between the cameras
increases, so does the difference between the camera viewpoints.
Therefore, deformations due to large parallax can degrade the quality
of frames that have relatively small parallax during the blending
process, especially when the scene has large depth variation. To
resolve this, the proposed method sequentially blends i t ar дet with
newly visible parts from adjacent frames for all the frames of Iˆ
combining the frames smoothly. A linear blending process [5] is
performed between the frames in both directions, with 5 overlapping
pixels that were empirically decided on (Figure 5). The frames of Iˆ
are clustered in the left and right groups, with the target frame as
the center. Each directional blending process proceeds in the order
of distance, with the target frame as the starting point.
If foreground objects in the input image move near the boundary,
the objects may be accidentally extrapolated. This problem can be
prevented by masking out the foreground objects in the blending
process. Figure 6 shows a result of removing a foreground object
that appeared in Figure 1 by applying a mask during the blending
process. Specification of approximate bounding boxes at proper
keyframing locations using any graphics software would work for
this purpose. As shown in the bottom row of Figure 6, the masking
ACM Transactions on Graphics, Vol. 38, No. 3, Article 20. Publication date: April 2019.
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Fig. 5. Blending in both directions. The green lines of o t ar дe t indicate the
boundaries of the frames of Iˆ. ©Focus Features

Fig. 6. A result of extrapolating only background by masking out a foreground object.
Table 1. Timing information for each step of the proposed method.

Process
Pre-warping
Frame Selection
Warping
Blending

Computation Time
5.466 s/frame
0.001 s
2.729 s/frame
0.182 s/frame

area of the target frame that includes a foreground object is sequentially filled with information that comes from an area other than the
masking area in the neighboring frames. As a result, the background
area occluded by a foreground object in the target frame can be
seamlessly reconstructed.

4

RESULTS

The proposed method is implemented with C++. The Intel Math
Kernel Library (MKL) is used as a sparse solver in the optimization
process. All of the experiments were performed on a PC with an
Intel Core i7-6700 3.40GHz CPU with 24 GB memory and a NV idia
ACM Transactions on Graphics, Vol. 38, No. 3, Article 20. Publication date: April 2019.

GeForce GT X 960 graphics chipset. Table 1 shows the computation
time of the experiment in the first example of Figure 8. A mesh with
a size of 29×9 (261 vertices), which was determined empirically,
was used. Excluding the preprocessing time, the total computation required about 12.7 minutes for 90 frames of video (8∼9s per
frame) when an image with a size of 800×336 was extended to a
size of 1440×336 using 4902 scene points. The computation times of
the warping and blending are more than doubled when the frame
sampling is not performed. The preprocessing for SFM estimation
required about 4 minutes using GPU computation. Although the
computation time of SFM increases rapidly as the number of input
frames increases, we expect that a considerable amount of speedup
is possible by replacing it with a real-time SLAM system [10, 18].
Two comparisons were made between our results and those obtained using the ultrawide foveated video extrapolation method [3]
and the extrafoveal video extension method [39], hereafter termed
"ultrawide" and "extrafoveal," respectively. It should be noted that
both of these state-of-the-art methods were reimplemented based
on their papers because the authors did not make the original code
publicly available. In the proposed method, if the region that is being
extrapolated has no information across all the frames of an input
video, it remains as a black mask in the blending result. For better
comparisons, we simply fill these regions with a patch-based algorithm suggested by Criminisi et al. [8]. This outpainting process is
carried out in the image space of the outermost frames of the scene
only, because the proposed method assumes that the background
of the scene is static. The filled frames replace the corresponding
input frames in the final warping and blending process. Video comparisons can be found in the accompanying video.
Figure 7 shows a comparison of extrapolation results for various scenes obtained using the proposed method and the ultrawide
method. The ultrawide approach fills the outside of the main view
using a PatchMatch algorithm in space and time dimensions to determine appropriate parts for the peripheral vision. The method
can reconstruct information that is invisible in the target frame
by searching for a particular block across neighboring frames. The
hierarchical system creates a foveated result reflecting feature of
the HVS by blending several outputs computed at different resolutions. The first column shows the input, indicating the region to be
extended as black masks. The second and third columns show the
extended results obtained using the proposed method and the ultrawide method, respectively. As mentioned in the paper by Avraham
and Schechner [3], their algorithm works well for scenes that have
simple backgrounds, such as natural scenery. The ultrawide method
(Figure 7(c)) creates spatial and temporal artifacts caused by incorrectly matched blocks in scenes with complex background, while
the proposed method (Figure 7(b)) extrapolates the target frame
reasonably well without noticeable artifacts. For example, in the
right part of the first scene, the ultrawide method does not recover
a correct form of the vase. In the last scene, the ultrawide method
incorrectly reconstructs the structures on the wall. In contrast, the
results of the proposed method are visually plausible. The input
videos in Figure 7 are resized to a lower resolution than that of the
original video because the ultrawide method takes several minutes
per frame to handle the original video.
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Fig. 7. Comparison of results extrapolated using the proposed method and the ultrawide method. The magenta boxes indicate the regions that have visual
artifacts. From top to bottom: ©Focus Features, ©Paramount Pictures, ©MIRAMAX

Fig. 8. Comparison of results extrapolated using the proposed method and the extrafoveal method. Cyan rectangles indicate the original images. From top to
bottom: ©Focus Features, ©Paramount Pictures, ©MIRAMAX

Figure 8 shows a comparison of the results from the proposed
method and the extrafoveal method [39]. The area with a high
quality resolution in the results from the proposed method is larger
than that in the results from the extrafoveal method. The candle
holder in the left part of the first scene and the lamp in the right part
of the last scene are visible in the results from the proposed method,
while these regions are blurry in the results from the extrafoveal
method. In addition, the extrafoveal method does not maintain the
temporal consistency because they just use a simple temporal filter
to handle temporal artifacts. Consequently, their extended views are

distracting to the viewer while the results of the proposed method
are visually stabilized in space and time.
Figure 9 shows quantitative evaluation using three video inputs.
The first column shows the input created by cropping the left part
of the original video. The cropped regions are extrapolated using
the proposed method (Figure 9(b)). The original videos are used as
the ground truth (Figure 9(c)). The Root Mean Square Error (RMSE)
is measured only for the extended region in Figures 9(b) and 9(c).
The RMSE for each case is noted below each figure. The results
of these experiments verify that the proposed method can create
ACM Transactions on Graphics, Vol. 38, No. 3, Article 20. Publication date: April 2019.
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Fig. 9. The proposed method reconstructs the cropped region in (a). The
extended region in (b) is very similar to the corresponding region in (c). The
RMSE between the ground truth and the result at each row is noted. From
top to bottom: ©Focus Features, ©Paramount Pictures, ©MIRAMAX

Fig. 10. Comparison of results produced by uniform sampling and nonuniform sampling.

Fig. 12. Results extrapolated using the 2D feature based approach in a
moving camera scenario. The magenta boxes indicate the regions that have
visual artifacts. From top to bottom: ©Focus Features, ©BBC

respectively. The green lines of the images indicate the boundaries
of the warped frames that constitute the extended views. The scenes
were rendered using computer graphics to clarify the difference
between them. The camera movement was intentionally slowed
down at first, and then suddenly accelerated. When the number
of frames is sampled uniformly, newly visible parts do not show a
uniform distribution because the camera speed is different (the left
image in Figure 10). In contrast, our region-based frame sampling
produces uniformly extended newly visible parts regardless of the
changes in the speed of the camera (the right image in Figure 10).
Observe that the same area of the extended view can be created
with fewer frames. As a result, the use of the proposed non-uniform
sampling improves the computational efficiency while maintaining
the quality of the extended view.

4.1

Fig. 11. A result extrapolated using the 2D feature based approach in a
static camera scenario. The cyan rectangle indicates the original image.
©BBC

high quality extended views that are very similar to the original
scene in the input video. Although the proposed method may not
be physically correct, the results are still visually plausible. More
results of the proposed method are presented in Figure 13.
Figure 10 shows a comparison of results produced by uniform
sampling and non-uniform sampling (Section 3.3). On the right side
of each image, the left and the right images contain a blending result
from the use of the uniform sampling and the non-uniform sampling,
ACM Transactions on Graphics, Vol. 38, No. 3, Article 20. Publication date: April 2019.

Experiments

In order to demonstrate how to apply the proposed method according to the type of camera movement, the experiments in the
following two scenarios were conducted.
Static Camera Scenario. In this scenario, the location of the camera is fixed while purely rotational motion such as pan and tilt is
allowed. In this case, an SFM technique cannot estimate the 3D scene
information because purely rotational scenes do not contain parallax.
A simple modification of the proposed method can easily solve this
problem. In the modified version, we make use of 2D feature points,
which is sufficient to handle rotational scenes. First, the feature
points can be obtained by using a Voodoo camera tracker 1 , which
is free and publicly available. Similar to an image stitching method
[43], content-preserving warping guided by the feature points that
exist in both adjacent frames is sequentially performed from the
target frame. The viewpoints of all of the neighboring frames are
1 http://www.viscoda.com/index.php/en/products/non-commercial/voodoo-camera-

tracker
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Fig. 13. Various results of the proposed method. Each figure shows a randomly selected frame. Cyan rectangles indicate the original images. All of the
resulting videos are included in the accompanying video. First and second rows: ©Focus Features, From the third row to the fifth row: ©BBC
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Table 2. Statistics from the applicability test against real-world footages.

Genre
Documentary
Movie
Drama

Successful
10
4
9

Failed
5
8
5

No camera motion
15
18
16

Total
30
30
30

then matched to that of the target frame. The process that blends the
target frame with the warped frames is unchanged from that of the
original method. Figure 11 shows a result extrapolated using this
process. Because the scene does not contain parallax, the 2D feature
based approach successfully produces an extrapolated result.
Moving Camera Scenario. This scenario deals with scenes that
contain translational as well as rotational camera motion. The movement of the camera creates parallax across consecutive frames. In
this scenario, a 2D feature based approach creates visual artifacts in
the extended views due to parallax. The 2D feature points cannot
guide the warping outside the frame that is being extended and often produce inaccurate results because the region outside the frame
that is being extended relies only on the spatial smoothness energy.
As a result, the quality degrades farther away from the target frame.
In contrast, our 3D scene information based approach can handle
scenes with parallax. For example, the candle holder of the first image in Figure 12 is more distorted than that of our result (see the top
left image in Figure 8 for comparison.). In addition, as the variation
of perspective increases, the distortion also becomes greater (see
the second image in Figure 12). In contrast, our result is visually
plausible (see the fifth image in Figure 13). Video results of these
experiments can be found in the accompanying video.
We performed an experiment to determine how practical our
method is against various types of real-world content. The experiment was conducted using a total of 90 sample shots from three
different genres of videos, in this case the documentary, movie,
and drama types. The first 30 shots each from a selected documentary and a movie along with 30 randomly sampled shots from a
selected drama were used. Note that this choice is arbitrary and
aims to ensure unbiased sampling. Table 2 summarizes all of the
experimental results by genre. The column denoted as ’Successful’
indicates the number of shots that produced good extrapolation
results when applying the proposed method. The column entitled
’Failed’ indicates the number of shots that generated visual artifacts
in the extrapolated results due to the various limitations described
in Section 5. Success or failure was determined by a majority vote
from three people to whom the purpose of this experiment was explained before the participation. These three people have research
experiences in computer vision and are not related to this project.
For the evaluation of the extrapolation results, they were allowed
to spend as much time as they want. Some shots that have neither
rotational nor translational camera movements were excluded from
the test because they did not meet the underlying assumption. The
video results of this experiment can be found in the accompanying
video.
For the documentary, 15 (50 percent) out of the total of 30 shots
were shots with no camera motion, and ten (66 percent) out of the
ACM Transactions on Graphics, Vol. 38, No. 3, Article 20. Publication date: April 2019.

remaining 15 shots that were used for the experiment produced
good results. Among the ten shots, five shots were suitable for static
camera scenarios and the rest were suitable for moving camera
scenarios. For the movie, 18 (60 percent) out of the total of 30 shots
were shots with no camera motion, and four (33 percent) out of the
remaining 12 shots that were used for the experiment produced good
results. All four shots were suitable for moving camera scenarios.
For the drama, 16 (53 percent) out of the total of 30 shots were shots
with no camera motion, and nine (64 percent) out of the remaining
14 shots that were used for the experiment produced good results.
Among the nine shots, five shots were suitable for static camera
scenarios and the rest were suitable for moving camera scenarios.
While the choice of a specific method from our approach can vary
depending on the camera directing or scene composition intended by
the producer and/or director, the results of this experiment verified
the applicability of the proposed method to actual footage. Overall,
most of the failed cases were caused by a lack of features in a
textureless area or incorrect matching between features due to a
blurry background or illumination changes. Solutions to these issues
will improve the applicability of our approach further.

4.2

Discussion

To identify the types of scenes for which the proposed method is
most suitable, we applied the method to various types of content.
In most cases, better results were achieved from unstructured or
scenery scenes than from structured or narrative scenes. For example, the proposed method creates naturally extended views in
scenery scenes because most backgrounds of these scenes have indistinct shapes and motions (see the images in the three rows from
the bottom in Figure 13). While the extended views of narrative
footage created by the proposed method are visually plausible as
the evaluation in Figure 9 verifies, the structures of a scene may
not be reproduced perfectly. In a scene with a distinct structure, the
error due to this imperfection becomes easily noticeable, creating
visual artifacts, while the size of this error tends to increase with an
increase in the parallax of a scene.
We quantitatively evaluated this relationship in a highly structured scene rendered using computer graphics. First, a sphere with
a radius of 25 centimeters was positioned at 100 centimeters from
the camera. The distance between the plane representing the background and the sphere was adjusted to control the parallax. The
camera moves to the side (right) to create the effect of the sphere
drifting out of the frame. Figure 14(a) shows extrapolation results
obtained using the proposed method for a scene with various parallax. The distances between the plane and the sphere are noted
below each result. The RMSE values are measured only for the extended region in Figure 14(a) and 14(b). Although the amount of
the distortion of the sphere becomes large with increasing parallax,
the synthesized background is visually plausible. More discussion
related to this issue can be found in Section 5.
We performed another experiment with videos captured by a
hand-held camera. In many video applications, a non-stabilized
video is very difficult to handle because assumptions made in conjunction with these approaches are usually based on stable camera
motion. In contrast, we do not rely on such assumptions and therefore the proposed method successfully extends a shaky input video
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Fig. 16. Extrapolation results using additionally captured background:
When the main video was captured (a) the camera was stationary; (b)
the camera had rotational movement. The cyan rectangles indicate the
original video.

Fig. 14. Quantitative measure of parallax: (a) results extrapolated using
the proposed method; (b) ground truth images rendered using computer
graphics; (c) the top and the side views of the CG scene. The cyan rectangle
indicates the original image.

Fig. 15. An extrapolation result of a video captured by a handheld camera.
The cyan rectangle indicates the original image.

without any noticeable artifacts (see Figure 15). Please refer to the
accompanying video.
The proposed method does not provide explicit control over the
size of an extended view because the size depends on the region
covered by camera movements in the input video. To satisfy the
target size requirement of the extended view, additional processes
can be performed. For example, applying an outpainting algorithm
can be one choice. In Section 4, we used a patch-based algorithm [8]
as an example. A more interesting alternative would be to simply

capture a sufficient amount of background and use it as input to
our system. In the filming of a movie, shooting of the background
is often performed for match moving and compositing purposes
[37]. In addition, the recent wide deployment of portable cameras
makes it easy to acquire background images. Figure 16 shows results
extrapolated using such additional input video. This scenario can
be achieved simply by accepting a main and a background video
as input without modifying our original system. Two experiments
were conducted: stationary (Figure 16(a)) and moving (Figure 16(b))
cameras were used to capture the main content. The background
for Figure 16(b) was captured by a non-stabilized camera while the
background for Figure 16(a) was captured by a stabilized camera.
Please refer to the accompanying video to verify the plausibility of
the results produced by this approach.
The decision on how to use extended views for content creation
is up to the producer or director. In general, the extended views
created by the proposed method can help provide enhanced viewing
experiences to the viewers. There are situations, however, where the
result from video extrapolation may not align well with an artistic
decision. For example, an object intended for sudden appearance
in a scene as part of storytelling can be unintentionally previewed
in the extended view. In addition, the extended video may break a
cinematographic rule such as the rule of thirds. Therefore, it will
be necessary to select appropriate scenes for video extrapolation
while ensuring the results satisfy the art direction. In this regard,
we believe that the proposed method can be an excellent starting
point for video extrapolation that can be further developed for the
creation of art-directable extended views.
ACM Transactions on Graphics, Vol. 38, No. 3, Article 20. Publication date: April 2019.
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Fig. 17. Limitations of the proposed method. The dotted magenta rectangle
indicates an example of a visual artifact caused by large parallax in a scene.
©BBC

Fig. 18. Limitations of the proposed method. The dotted magenta rectangle
indicates an example of object distortion due to the imperfection of the
warping method. ©Paramount Pictures

The proposed method cannot handle dynamic objects when they
appear in a region that is subject to extrapolation. Newly visible
parts clipped at the boundary of the neighbor frames are combined
with the target frame to create extended views. Thus, if a dynamic
object is included in a clipped portion of a frame, it appears in the
extended view as a stationary object. The dotted magenta circle in
Figure 19 shows an example of this situation. The chickens move
naturally in the input frame (cyan rectangle), while the movements
suddenly disappear outside the boundary (yellow rectangle). This
example can be found in the accompanying video. It may be possible
to use video textures [35] to alleviate this problem to some extent,
as this technique is already utilized in various applications [1, 24]
in the form of an infinitely looping video. Combining the proposed
video extrapolation method with this approach can be an interesting
future research topic.
The proposed method employs an SFM technique to obtain 3D
scene information. However, there are cases in which SFM cannot
produce reliable results. For example, commonly observed situations in a video such as the existence of untextured areas and fast
moving objects may have difficulty in the matching process for
depth estimation. User intervention can be an alternative to address
these difficulties. A camera tracker in Voodoo provides a feature
that allows manual specification of corresponding points for these
situations. Moreover, as SFM is one of the most actively researched
topics, we expect that the applicability and usability of SFM will
constantly grow over time and, accordingly, so will the proposed
method.

6

Fig. 19. Limitations of the proposed method. Cyan rectangle indicates an
input frame. The dotted magenta circle indicates an example of dynamic
objects appearing in the extended region. Both yellow rectangles indicate
extended regions. ©Focus Features

5

LIMITATIONS AND FUTURE WORK

Our warping method performed on 2D image space may cause problems in several situations. For example, the estimated 3D geometry
of a scene may not be warped perfectly to match the perspective of
the frames. If the scene has too much parallax, the spatial smoothness constraint (Equation 2) leads to mismatch between the scene
geometry and the mesh model. This results in visual artifacts in the
blending result. Objects located between scene geometries that have
different parallax can also be distorted due to a limitation of the
warping method. The dotted magenta rectangles in Figure 17 and
18 show these respective problems. These examples can be found in
the accompanying video. We expect to overcome these artifacts by
exploiting additional constraint terms in the future.
ACM Transactions on Graphics, Vol. 38, No. 3, Article 20. Publication date: April 2019.

CONCLUSION

This paper has introduced a novel video extrapolation method that
reuses existing content for the creation of wide FOV displays. The
proposed method creates high quality extended views based on 3D
scene information recovered using a well-established SFM method.
Unlike previous extrapolation methods that have relied on patch
matching techniques, several frames of the input video are warped
and stitched to the target frame to extend the frame boundary. In the
warping step at each output frame, mesh optimization is performed
using recovered 3D scene points and the camera parameters to
address parallax effects introduced by selected frames. Novel interframe and temporal coherency terms allow the system to effectively
avoid abrupt deformations caused by inconsistent scene data across
frames. Estimated newly visible parts are sequentially blended with
the target frame for smooth transitions. Various experiments were
conducted to demonstrate that the results of the proposed method
can be used to create high quality extended views.
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